Statistical Inference for Networks
Third Practical: Subgraphs
A Yeast ego-networks

An ego-network is a network which is centered around a specific node and contains all its k-neighbours plus their connections. Typically people look at k=1 or 2. Your facebook network would be an ego-network with k=1.

[bookmark: _GoBack]Look at ego-networks in yeast. We can use as data set the set of Yeast protein interaction, available at 

http://www.stats.ox.ac.uk/~reinert/dtc/networks.html,

First we load the package which we shall need: From the drop-down menu packages, select “load package”, then select igraph. 

yeast<-read.graph("http://www.stats.ox.ac.uk/~reinert/dtc/YeastL.net", format="pajek")

# Remove the self-loops in the data

yeast<-simplify(yeast, remove.multiple=TRUE, remove.loops=TRUE)

#Obtain an ego-network for Vertex 1 by using 

sub<-graph.neighborhood(yeast, 1, nodes=V(yeast)[1]) 
plot(sub[[1]])

#Compare ego-networks for two vertices with the same degree: 
#1983 and 1554 have both degree 28; check:  

degree(yeast, V(yeast)[1983])
degree(yeast, V(yeast)[1554])

#Get their ego-networks as above, and plot them

Sub1983<-graph.neighborhood(yeast, 1, nodes=V(yeast)[1983]) 
Sub1554<-graph.neighborhood(yeast, 1, nodes=V(yeast)[1554]) 

par(mfrow=c(2,1))
plot(Sub1983[[1]], layout=layout.fruchterman.reingold)
plot(Sub1554[[1]], layout=layout.fruchterman.reingold)

#We can repeat the procedure for second-neighbours of Vertex 1 

Sub2<-graph.neighborhood(yeast, 2, nodes=V(yeast)[1]) 
plot(Sub2[[1]])

#Look at the 2-hop ego network for Vertex 1554

Sub21554<-graph.neighborhood(yeast, 2, nodes=V(yeast)[1554]) 
plot(Sub21554 [[1]], layout=layout.fruchterman.reingold)

#What happens when you increase the hop size further?


B Subgraph Counts 

In igraph the command graph.motifs gives a vector containing the number of different subgraphs on k nodes in the graph, where currently k=3 or k=4. Try 

graph.motifs(yeast, 3) 
graph.motifs(yeast, 4)

# What do these vectors mean? Here is some code adapted from Avril Coghlan’s code at 
# http://lists.gnu.org/archive/html/igraph-help/2010-02/msg00035.html

findnetworkmotifs <- function(graph, motifsize)
{
        # Find network motifs in the graph "graph":
        mygraphmotifs <- graph.motifs(graph, motifsize)
        # Find which motifs occur:
        nummotifs <- length(mygraphmotifs)
        for (i in 1:nummotifs)
        {
                motif <- mygraphmotifs[i]
                if (!is.na(motif)) # There are some occurrences of this motif
                {
                   # Find out what the motif looks like:
                   motifgraph <- graph.isocreate(size=motifsize, number=i-1, directed=FALSE)
                   edges <- E(motifgraph)
                   print(paste("This motif occurs",motif,"times:"))
                   print(edges)
                }
        }
}
findnetworkmotifs(yeast, 3)

#How many copies of the complete graph on 4 nodes are in the yeast network? 

You can try this out on your Facebook ego-network too. Would you expect to see more or fewer triangles than in yeast, relative to the number of possible triangles? 


C Start your own investigation

1. Pick two networks, for example your Facebook ego-network and the yeast network. Compare your Facebook network with vertices in the yeast network which have roughly the same degree.
If you have too many friends in your Facebook network then try to compare a relevant subnetwork to the yeast network. 
2. Combine counts for small subgraphs in a network to give a statistic for network comparison. Try it out on simple networks – do two Bernoulli random graphs with the same parameter give roughly the same statistic? 

Again be prepared to present your results briefly at the end of the session.
