Statistical Inference for Networks

First Practical: R, and network statistics 

What is R?

R is an open source language and environment for statistical computing and graphics. It provides a wide variety of statistical and graphical techniques, and is easy to extent. R compiles and runs on a wide variety of UNIX platforms and similar systems (including FreeBSD and Linux), Windows and MacOS.

The free package is available at 
www.stats.bris.ac.uk/R/
It is installed on the DTC computers already.

Start up the program and you should see something like the following screen.
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You can quit the program at any time by clicking on File Exit at the top left of the screen.
R commands

It is important to realise that R is case sensitive so that, for example, A and a would be regarded as different symbols. Care is therefore needed when typing in commands.

Individual commands may be separated either by a semi-colon (;) or by a new line (i.e.by hitting <return>). Comments can be put in anywhere by starting with a hashmark (#); everything to the end of the line will then be a comment.

If a command is not complete by the end of the line (i.e. when you hit <return>), the prompt at the next line will be

+  

and will continue on further, subsequent lines until the command is syntactically complete. This is very handy because it means that you can enter a very long command without having to run over the screen width by taking several lines. It also means that, if you fail to enter, say, a closing bracket, it will simply keep prompting you until you do enter it.

Command lines can be recalled and edited by using the up and down arrow keys to scroll through them. Once a command is located in this way, the horizontal arrow keys can be used to edit it (<del> is used to delete and the other keys are used to add in text) and the <return> key to execute it.

An expression is evaluated, printed and then discarded.

Vectors, assignment, and matrices
R works on data structures which are identified by having names, the simplest such structure being a data vector (i.e. an ordered collection of numbers). Suppose you want to set up a vector x comprising the numbers 3.2, 5.1, 1.4, 2.3, 6.8, 19.7. Simply type in

 x <- c(3.2, 5.1, 1.4, 2.3, 6.8, 19.7)

This assigns the vector to x using the function c(). Typing in the assignment operator, which is the two characters <- (i.e. "less than" followed by "hyphen") causes the vector to be received by x, and the operator can be viewed as an arrow which sends it there. The arrow can point either way, so it does not matter which way round you make this assignment. Entering

 c(3.2, 5.1, 1.4, 2.3, 6.8, 19.7) -> x

has exactly the same result. Try doing this and then enter

      x

The result will be that x will be printed on screen. If you were to enter 

 1/x

the reciprocals of the six values will be printed to screen. Note that these are shown on-screen and then lost. If you want to assign the reciprocals to, say, y, you enter

  y <- 1/x

The c() function is used for concatenating, so entering

 z <- c(x, 0, -x)

produces a vector with 13 entries consisting of the six values, a zero in the middle, and the six values made negative. Vectors can also be used in doing arithmetic. If you enter

 2 + 3

[1] 5

you can see that the numbers are added. If you enter vectors

 x + y

[1] 3.512500 5.296078 2.114286 2.734783 6.947059 19.750761

you get the vectors added element by element.

  z <- 2*x + y + 1

will over-write the z you created earlier with a new vector with the ith element being 2xi + yi + 1.

To create a matrix, we also use the c command, but we have to specify the number of rows and (or) columns. If you enter


 m <- matrix( c(1,2,2,1), nr=2) 

You have created a 2 by 2 matrix. To get at the individual elements, use 

 m[1,2]

to obtain the (1,2) element of m. You can manipulate matrices fairly easily, for example 
 m%*%m 

gives the square of the matrix m.

You may want to save your work by copying it into a script file, which is a drop-down option from the menu. 
Getting help with R

R is easy to begin to use but somewhat more difficult to master. If at least you remember the name of the function you need to use, type help(functionname), as in 

   help(help)

It is also good to know that most documentation includes a "see also" section, so if you can think of a function that is similar to the one you want, sometimes "see also" can be helpful. If you don't know the name of the function, here are two alternatives: 

   help.search("network") # Search for anything on the topic of "networks"

   help.start() # Start the interactive help browser

Finally, there are many R introductions on the web, even at the R home page under "documentation". Just try googling "R introduction".

Installing packages

Packages from R can be installed using Windows pull-downs menus or the R functions install.packages and installDataPackage. The relevant package for today is igraph. 
Network Statistics 

The practical is divided into three sections, in the first section you visit some protein interaction databases and see how the data is stored, labelled and accessed. In the second section you will be manipulating network data using the igraph package in R. In the third part are a set of open ended questions that are currently of interest in the community when dealing with this data along with papers that address them.

A. Using a protein interaction database: STRING

The STRING database combines several sources for predicting protein – protein interactions (e.g. genomic context, co-occurrence, high-throughput experiments, co-expression and previous knowledge). The combined score from these resources predicts the final confidence level of the interaction.    

http://string.embl.de/
- To get a grasp on how the database works, pick the example of “trpB” under the identifier field on the main page. Use E.coli K12.
1. Have a look at the summary graph for this protein. Notice the difference that there are different kinds of edges each representing a different source for the predicted interaction.

- Clicking on the edges and nodes will give you information about the proteins and interactions.

- Explore how reliable the interactions are between the proteins.

- In the Java mode you can interact with the graph, see the second page of the Help/Info page for more information about the graph drawing algorithm.

2. We will look at the interactions provided by genomic context.

- Explore the neighbourhood, fusion and occurrence of the protein.

- Note that you can interact with the underlying species tree by collapsing and expanding branches.

- Notice how each measure correlates with the fidelity score given for a certain interaction.

3. Now we will compare the interactions of yeast actin in DIP and STRING. The DIP (Database of Interacting Proteins) database catalogues experimentally determined interactions between proteins. It combines information from a variety of sources to create a single, consistent set of protein-protein interactions.


http://dip.doe-mbi.ucla.edu
- Find yeast (S. cerevisiae) actin in DIP and STRING ( you can use the SWISSPROT identifier which is given in DIP)

- Compare the proteins interacting with yeast actin; are they the same in both databases?

- Also compare the graphical representations of the network around actin.

- Are some of the “complex” interactions from DIP also found in STRING?

4. STRING will only give 10 results on the first search, now allow up to 50 results.

- Compare again…

B. Play with network data

If you like you can download a set of yeast protein interactions from 

http://www.stats.ox.ac.uk/~reinert/dtc/networks.html,

Alternatively you can also download your facebook friends network using Name Gen Web. To get your facebook network, log into your account and go to 
http://apps.facebook.com/namegenweb/
For simplicity use only the default attributes. Click on the UCInet link and download the network in the UCINET (.dl) format. In Windows you should open the file with WordPad and add a line break before ``format’’.  

In the folder you stored your networks files, open the terminal and call R. Once in the R environment please type:

#to make sure the package is installed

install.packages("igraph")

#To load the networks package

library(igraph)

The yeast data are in the so-called .net format, which comes from another network package called Pajek. The .net format is supported by igraph, so type

yeast<-read.graph("http://www.stats.ox.ac.uk/~reinert/dtc/YeastL.net", format="pajek")

# Remove the self-loops in the data

yeast<-simplify(yeast, remove.multiple=TRUE, remove.loops=TRUE)
#Your facebook network is a different format; if you called your file ``facebook’’ then to read in your network use 

graph<-read.graph("./facebook.dl", format="dl")

#For the facebook data list the nodes (the $name option does not work for the yeast data):
V(graph)$name

# Would you like to see what the graph looks like?

plot(graph,vertex.label=V(graph)$name)

# Probably not very helpful! Try instead...

plot(graph, layout=layout.fruchterman.reingold, vertex.label.dist=0, vertex.size=1, vertex.label="")

# or with names

plot(graph, layout=layout.fruchterman.reingold, vertex.label.dist=0, vertex.size=1, vertex.label=V(graph)$name)

# More advanced global properties... please check their meaning online and try to relate to the what you know about your friends

#Graph density
graph.density(graph, loops=FALSE)

#Average path length
average.path.length(graph, directed=FALSE, unconnected=TRUE)

#clustering coefficient
transitivity(graph, type=c("undirected"), vids=NULL)

#Diameter
diameter(graph, directed = FALSE, unconnected = TRUE, weights = NULL)

#Degree distribution
degree<-degree.distribution(graph, cumulative = FALSE)

degree[1]=NA

plot(degree, type="l", col="red", xlab="Degree", ylab="Relative frequency", lwd=4)

#Betweeness and friends names! (see the wiki page on node betweeness centrality)
bet<-betweenness(graph, v=V(graph), directed = FALSE) #hist(bet) or plot(bet) will give you a feeling of the maximum value

paste(V(graph)$name,bet)

#If you want to make your pictures more informative, see the code below as #example. Can you explain what is it doing? (For optimal results you might have to #play with parameters in order to suit your own network)

bet<-betweenness(graph, v=V(graph), directed = FALSE)
interval<-(max(bet)- min(bet))/length(bet)

heat<-heat.colors(length(bet))

first<-min(bet)

second<-interval

for (i in c(1:length(bet))) {

for (x in c(1:length(V(graph))))

{if (first<=bet[x] & bet[x]<=second) V(graph)$color[x]=heat[i]}

first<-first+interval

second<-second+interval}

png("facebook_data.png", bg="white", width=7000, height=5000)
plot(graph, layout=layout.fruchterman.reingold(graph,repulserad=9e4),
vertex.label.dist=0, vertex.size=degree(graph)/10,
vertex.label.font=1,
vertex.label=V(graph)$name,vertex.label.cex=0.01*degree(graph))

dev.off()
C. Start your own investigation
There are a number of other network summaries which you could try out, have a look at the igraph package documentation at 

http://igraph.sourceforge.net/doc/R/igraph.pdf
Pick one or two and be prepared to present your findings in 5 min at the end of the practical session. A verbal report suffices.
