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Exercise I. (Viewing Recombination Animation)

In this exercise, we will use an on-line animation program to visualise ancestral
histories where recombination events can occur.

1. Start a web browser and go to http://www.coalescent.dk/ .

2. Click on “Hudson animator” under Animation and then click on “Recom-
bination.” On the mid-right side of the window, you should see two boxes
where you can specify the number of samples (denoted n) and the scaled
recombination rate (denoted ρ).

3. ρ = 0 :
To get familiarised with the animator, let us first try the case where the
recombination rate is zero.

(a) Set n = 9 and ρ = 0, and then click on the button which says
“Recalc.” If you want to speed up the animation, you can change the
speed value shown on the lower left corner of the animation window.

(b) You should be able to see a tree being constructed. Note that the
vertices are colour-coded. Red is used for the initial samples, green
for coalescent events, and blue for recombination events.

(c) Move your cursor to any vertex. You should see that the vertex to
where you have moved your cursor, as well as its immediate parent
and descendant vertices, get highlighted by enclosed circles. On the
lower-right hand side of the animation window, you can see the time
associated to the vertex. Also shown in that box is a long bar denot-
ing the gene associated to the vertex. If a region is coloured, then it
means that that region is ancestral to at least one sample at time 0.
In our current example, the entire region is coloured because there
is no recombination event. We will return to this point later in the
exercise.
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(d) Try to move around your cursor to visit different vertices. Move your
cursor to the uppermost vertex. Notice that the bar in the lower-right
corner associated to that vertex is coloured green, whereas all other
vertices have red bars associated to them. What is special about the
uppermost vertex?

4. ρ 6= 0 :

(a) Set n = 9 and ρ = 1, and then click on “Recalc.” If you don’t see
any blue vertices in the animated history, re-click on “Recalc” until
you do.

(b) Move your cursor to a blue vertex in the animated history and ex-
amine the box in the lower-right corner. What does it mean?

(c) In the upper-left corner of the animation window, click on the tab
denoted “Trees.” By clicking at various places in the horizontal re-
gion just below the tree, observe how different trees are supported at
different positions in the gene.

(d) Go back to the “Animation” section, change ρ to 10, and “Recalc”
your animation. Note the increase in the number of recombination
vertices.

(e) Move around your cursor to different vertices and examine the box in
the lower-right corner. Do you see how ancestral materials are frag-
mented? Also, some bars may be partially coloured green. Referring
back to part (3d) of the current exercise, can you figure out what it
indicates?

Exercise II. (Generating Simulated Data)

Assume the infinte-sites model of mutation, which implies that at most one
mutation event per site may occur in the evolutionary history of the sequences.

1. To get an idea of what kind of implication the infinite-sites model of
mutation has on ancestral inference, consider the following. Suppose that
we are given a sample of the four sequences shown below:
spacing

0 0
0 1
1 0
1 1

spacing
A mutation event at some point back in time is a change of 0 to 1, or
a change of 1 to 0. Under the infinite-sites model of mutation, can you
describe the evolutionary history of both sites by a single tree? If not, what
could be a possible evolutionary history? Try to construct a graphical
representation of the evolutionary history of these four samples.
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2. ms (Hudson, 2002) is a very useful ancestral recombination graph (ARG)-
based program for generating Single-Nucleotide-Polymorphism (SNP) data
under the infinite-sites model of mutation. msHOT (Hellenthal & Stephens,
2007) is an extension to allow for the simulation of recombination hotspots
in a genetic region. Follow these instructions to install it on your Linux
account:

(a) Extract the programs to be used in the practical. To do so, type the
following commands:
gunzip BeyondPhylogeniesPrograms.tar.gz
tar -xvf BeyondPhylogeniesPrograms.tar

(b) Now extract and compile the file msHOT.tar.gz using the following
commands:
gunzip msHOT.tar.gz
tar -xvf msHOT.tar
gcc -o msHOT msGCHOT.c streecGCHOT.c rand1.c -lm

3. The basic syntax for generating samples while incorporating recombina-
tion (without any hotspots) is as follows:

./msHOT nseq nsim -t θ -r ρ nsites -T > outfile

(a) “nseq” denotes the number of sequences in the sample
(b) “nsim” denotes the number of datasets of size “nseq” to create
(c) θ is the scaled mutation rate for the entire region
(d) ρ is the scaled crossover recombination rate for the entire region
(e) “nsites” denotes the number of basepairs in the simulated region

(Note: this is NOT the same as the number of SNPs.)
(f) “-T” means you want the local trees to be included in the output
(g) “outfile” is the file that stores the resulting output (excluding this

simply prints the output to screen)

4. Try the following command:

./msHOT 7 1 -t 3.0 -r 3.0 3000 -T

(a) In the output, “segsites” denotes the number of polymorphic sites
(SNPs) generated.

(b) Note the simulated SNP data for the 7 sequences at the bottom of
the output. Do you observe any incompatible pairs of sites?

(c) Local trees (in the Newick format) are shown immediately after the
sign “//.” Can you make sense of the tree notation? Try to draw
the first tree shown.
The notation “[k]” preceeding a tree means that the tree describes
the evolutionary history of the next k basepairs. What do you get if
you add up the integers shown inside “[ ]”?
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5. In the infinite-sites model of mutation, the expected number of SNPs for
a given number of sequences is proportional to θ. As you carry out the
following exercises, compare the change in the number of SNPs with the
number of local trees.

(a) Repeat the following command 10 times:

./msHOT 7 1 -t 1.0 -r 3.0 3000 -T

(b) Do the same for θ = 10.0

(c) Do the same for θ = 100.0

(d) Summarize your findings. Is there a relationship between θ and the
number of trees? Why or why not?

6. See msdoc.pdf and msHOTInstructions.pdf for further explanations of the
program. (Note: all the parameters and switches in ms apply to msHOT
as well.)

Exercise III. (Counting Local Trees)

In this exercise, we will examine how the number of local trees depends on
recombination rates.

1. We’ll see how the average number of local trees changes as the recombi-
nation rate increases.

(a) Run the following command line and obtain the average number of
local trees reported across the 500 simulated datasets. (To find the
average number of local trees, at the command line type wc -l ex-
ample.sims, subtract 6002 from the displayed number, and divide
the result by 500. This somewhat bizarre series of steps counts all
the lines in the file, subtracts off every line that doesn’t have to do
with the trees, and then averages the resulting number of lines.)

./msHOT 7 500 -t 15.0 -r 0.0001 3000 -T > example.sims

(b) repeat for ρ = 1.0

(c) repeat for ρ = 10.0

(d) repeat for ρ = 100.0

(e) Summarize your findings. Is there a relationship between ρ and the
number of trees? Why or why not?

Exercise IV. (Inferring Recombinations by Parsi-
mony)

In this exercise, we will infer evolutionary histories with recombination events
from data. The inference applied by the programs used is based on parsimony,
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i.e. explaining the data with as few events as possible. We will continue to as-
sume the infinite-sites model of mutation. Under this assumption, the number
of mutation events will always equal the number of SNPs (why?). Coalescent
events reduce the number of sequences by one, while recombination events in-
crease the number of sequences by one. The evolutionary history has to explain
the data as originating at one common ancestor, so we have to continue back-
wards in time until only one sequence remains. Hence, minimising the number
of events is equivalent to minimising the number of recombination events.

1. A selection of programs analysing SNP data under the infinite-sites as-
sumption are available in the Section 26 package. Extract and compile
these programs by using the following commands:

tar -xvf section26.tar

make

2. We will start with beagle, a program finding an evolutionary history with
a minimum number of recombinations. Included in the package is a data
set of eleven Drosophila sequences. Determine how many recombination
are required to explain this data set with the command

beagle kreitman snp.txt

This just gives the minimum number of recombinations. To obtain a
history with this number of recombinations, rerun the program as

beagle -b kreitman snp.txt

This gives the history as a sequence of events. There are several other
possibilities for how the history is represented. One is by outputting an
ARG similar to what you saw in Exercise I. To view the ARG you will
need to have the Graphviz package installed. If this is the case, running
the commands

./beagle -dkreitman.dot kreitman snp.txt

dotty kreitman.dot

should open a window with a visual representation of the ARG. Running

./beagle -t -I kreitman snp.txt

produces the local trees in Newick format similar to what we saw in Exer-
cise II. For a full description of options, run beagle with the option “-?”.

If Graphviz is not installed you can install it using the following series of
commands:

tar xvfz graphviz-2.16.1.tar.gz

cd graphviz-2.16.1
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./configure PREFIX=‘pwd‘
make
make install

After a lengthy installation process the Graphviz should now be available
in the bin subdirectory of the graphviz-2.16.1 directory.

Load the kreitman snp.txt in a text editor and change the penultimate
“1” in the sequence following the “#> Ja-S” line to a “0”. How many
recombinations are now required to explain the data set? Can you think of
more plausible explanations for the presence of this “1” than two crossover
recombination events?

3. The input format for beagle is slightly different from the output format of
msHOT (a full description of the input format is available at www.stats.
ox.ac.uk/~lyngsoe/section26/formats.html) – only the line with SNP
positions and the actual sequences should be retained, and the positions
line needs to have the character “#” at the beginning. So to get msHOT
to generate a data set that can be analysed by beagle you need to run the
following sequence of commands:

echo -n ’#’ > outfile
msHOT nseq 1 -t θ -r ρ nsites | tail -(nseq+1) >> outfile

Note that “(nseq+1)” is a number, so if “nseq” is 10 “(nseq+1)” should
be 11, but the “-” in front of it is a dash and not a minus – “nsim” is fixed
to 1 as beagle can only read one data set at a time. You can of course also
use a text editor to modify the output from msHOT.

For θ = 10.0, generate five data sets with ten sequences for ρ = 1.0,
ρ = 10.0 and ρ = 100.0. Analyse each data set with beagle. How does the
minimum number of recombinations grow with ρ? How does the number
of local trees reported by msHOT and the number of local trees reported
by beagle correlate? Why are the local trees reported by the two programs
not identical?

4. Generate a data set as above, but with ρ = 1000.0. Start analysing it with
beagle. While you are waiting (and you will probably have plenty of time),
keep reading this instruction. The problem of determining the minimum
number of recombinations required for a SNP data set is difficult to solve.
So beagle will can only analyse small data sets or data sets with low com-
plexity in reasonable time. For larger data sets, the program kwarg can
be used to find an evolutionary history with a low number of recombina-
tions, though no guarantee is given as to the number of recombinations
used being even close to minimal. Except for a scoring function that we
will shortly return to, kwarg works in much the same way as beagle. If
beagle hasn’t finished its analysis of the data set, now is a good time to
give up on it by pressing <ctrl>-c (control key and the letter c at the
same time). Try analysing the same data set with
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kwarg infile

where “infile” is the name of the file you stored the data set in.

Reanalyse some of the other fifteen data sets from above with kwarg. How
does the number of recombinations reported by beagle and kwarg cor-
relate? How does this correlation depend on the minimum number of
recombinations required reported by beagle?

5. The way kwarg works is that it considers the events that could have been
the most recent events affecting our data set. Each event is assigned a
score depending on the predecessor data set it leads to, and an event with
minimum score is chosen. This is then repeated with the predecessor data
set until a full evolutionary history has been constructed. The way events
are scored can be changed with the “-E” option, and a rather lengthy
description of how to specify scoring schemes is part of the “-?” output.
Try running

kwarg -E0 infile

This causes all events to be scored the same (0), so events are chosen
more or less at random. There are still elements of how kwarg works that
causes it to look for histories without too many recombinations, so it is
not quite a random search for an evolutionary history. Can you find a
scoring scheme that works better than the default?
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