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                                  Lecture 3: Overview of Statistical Inference 

(I.)  Introduction 
Inference is such an extremely large and important area of statistics (it is, in effect, the 
driving force behind all statistical techniques) that its definition bears reiteration.  In 
general terms, inference refers to the act of reasoning involved in drawing logical 
conclusions based on empirical, or circumstantial, evidence rather than direct 
observation.  In statistical terms, it refers to the science of deducing attributes of an 
underlying population based on the information contained within a sample.  How we 
go about such a task depends on the set of rules we adopt  (statisticians refer to any 
particular set of rules as an “inferential paradigm”).  In this course, our approach 
follows most standard introductory courses by developing inferential techniques within 
the (classical) Frequentist paradigm.  This is done purely for convention, and it is 
important to realize that other frameworks (including Bayesian-, Fudicial-, and 
Likelihood - inference) exist.  Our focus on Frequentist inference techniques in no way 
implies that these other methods are less valid.  
 
In general, we may desire to draw inference about one attribute or about two or more 
attributes of the underlying distribution; the former case calls for “univariate” methods 
of statistical inference, whereas the latter requires the use of “multivariate” methods.1   
In addition, there is a second dichotomy in the attributes of interest, and, therefore, in 
the corresponding methods of statistical inference used to draw inference about those 
attributes.  This second dichotomy occurs because we might want to deduce either the 
structure or the parameters of the population of interest.   A univariate example of 
structure inference is testing the “goodness of fit” of the Poisson model for the 
horsekick data introduced in Lecture 2; a multivariate example could be investigating 
how well the bivariate normal model fits the data set containing the log(body weight) 
and log(brain weight) variables.   Turning now to parameter inference, there are 
numerous parameters in which we might possibly be interested, such as general 
population quantities or, in cases where we assume a pdf family for our variable(s) of 
interest, the distributional parameters of that family.  An illustration of interest in the 
                                                 
1 We should note that the distinction drawn here between univariate and multivariate methods differs from the 
definitions of those terms presented in Lectures 1 and 2. 
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latter type of parameter would occur if one wanted to know the rate (λ) at which 
customers arrive at branches of a given bank, assuming that their arrival times are 
exponentially distributed.  On the other hand, a situation in which the researcher is 
interested in deducing the correlation between height and weight in the U.S. population 
is an example of interest in the former type of parameter (i.e., a general population 
parameter).  
 

(II.)  Overview of Methods of Statistical Inference 
Statistical inference can be divided into three areas: estimation, confidence intervals 
(regions), and hypothesis tests.  However, these areas should not be viewed as 
independent and isolated entities: first, estimates of the attribute(s) of interest are used to 
form confidence intervals and to perform hypothesis tests for those attributes, and, 
secondly, there is a duality between confidence intervals and hypothesis tests that will be 
discussed in Lecture 7.     

“Estimation” techniques entail using the data to make a ‘best guess’ at the attribute(s) 
about which we are hoping to draw inference.  This sample-based guess is selected 
because it is good representative of the unknown population attribute(s) of interest.   In 
general, ‘guesses’ or “estimates” of underlying population attribute(s) are accompanied by 
“errors,” which are used to give an indication of the precision and reliability of the 
estimates.  As a final point of interest before introducing confidence intervals (regions), we 
should note that estimating the parameters (rather than the structure) of an underlying 
population is referred to as “point estimation.”    

Turning to the subject of confidence areas, we should first note that a confidence area for 
only one property of interest is referred to as a “confidence interval,” whereas a 
confidence area for two or more properties of interest is called a “confidence region.”  The 
formation of a confidence interval (region) involves constructing a one-dimensional 
interval or a multi-dimensional region that, according to the data, is likely to contain the 
true unknown values of the attribute(s) of interest.   

Lastly, performing a “hypothesis test” entails using the data to decide how likely it is that 
a certain hypothesis about the underlying property of interest (i.e., the “null hypothesis”) 
is true.  More specifically, if the data that we observed in our sample would be extremely 
unlikely to occur if the null hypothesis were true, then we reject that hypothesis.   Before 
proceeding, we should note that “goodness of fit” tests refer to hypothesis tests that are 
concerned with a structural property (rather than parameters) of the variable(s) of interest  

(III.) General Approaches to Constructing Estimates, 
Confidence Intervals, and Hypothesis Tests 

The statistical methods of inference introduced above can be divided into two classes: 
parametric and non-parametric.   In parametric inference, a specific distributional family 
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is assumed for the underlying variable(s) of interest, and the known 
statistical/probabilistic properties of that family are then used to design estimators, 
confidence intervals, and/or hypothesis tests.  In non-parametric inference, these three 
entities are again designed by employing various rules of probability, but no specific 
distributional family is assumed for the underlying population.  In general, parametric 
estimates, confidence intervals, and hypothesis tests do “better”2 in cases where the 
assumed distributional family is a reasonable one for the underlying population of 
random variables(s).  However, if the distributional family assumed by a certain 
parametric method is not a good fit for the underlying random variable(s), then the results 
of parametric inference may be invalid, and it is thus better to use non-parametric 
inference, which makes no such assumptions.  Before proceeding, we should note that 
when we talk about ‘designing’ statistical inference methods, we are referring to a process 
that is entirely separate from and occurs prior to the analysis of any actual data.   There is 
a standard body of statistical inference methods that have already been designed, and the 
data analyst typically selects estimators, confidence intervals, and/or hypothesis tests that 
are appropriate for his/her question(s) and variable(s) of interest from this pre-existing 
body.  In this typical case, all the analyst has to do is use his/her data to make the 
calculations required for and prescribed by the selected method of inference.  However, if 
no pre-existing inference methods are appropriate for the phenomena and resulting data 
being examined by the analyst, it may be necessary to design new methods. 

In addition to the parametric vs. non-parametric division in statistical methods, there is a 
second dichotomy in statistical inference: the division between analytical and simulation-
based methods.   For an analytical method, the assumptions made by the method allow 
the use of the rules of probability, along with mathematics, to derive an explicit formula 
for the method during its design phase.  Once a specific analytical method is selected by a 
data analyst as an appropriate one for his/her data, all that remains to do is to use the 
data to calculate the quantities required for the method and then to plug these quantities 
into the formula for the method.  For a simulation-based method, the assumptions made 
by the method do not permit the derivation of an explicit formula, either because no 
distributional family was assumed or because the assumption of a specific family resulted 
in intractable calculations.   Instead of taking the form of an explicit mathematical formula, 
a simulation-based method can be described as an algorithm or set of steps that must be 
performed by the analyst.  If an analyst decides to use such a method with his/her data, 
then he/she will perform all of the steps in the algorithm for that method, each of which 
may involve the data and probably intensive use of a computer.  In general, simulation-
based methods of inference involve much more work than analytical methods.  However, 
simulation-based methods may work in situations where an analytical approach is not 
possible; additionally, even if there are analytical methods for (statistically) addressing the 
question(s) of interest in a specific situation, the corresponding simulation-based methods 
often require many fewer assumptions about the underlying population in that situation.  
As an illustration of the difference between the analytical and simulation-based 
approaches, pretend that, for some reason, we are interested in calculating the probability 

                                                 
2 A more technical definition of ‘better’ will be provided for each of these three entities in subsequent lectures. 
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that Z will take a value between -0.5 and 0, assuming that Z ~ N(0,1).  As was explained in 
Lecture 2, this probability corresponds to the area underneath the normal pdf curve for Z 
(and above the Z-value axis) and between the vertical lines through Z=-0.5 and Z=1.   The 
area corresponding to the probability of interest is shown in the following figure: 
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Figure 1: P(-0.5 Z≤1), with Z~N(0,1) ≤

The analytical approach to calculating the probability of interest would involve using 
calculus to find the area of the shaded region in the above picture: more specifically, this 
area could be found by integrating the pdf (in mathematical form) for a standard normal 
variable, Z, from Z = 0.5 to Z = 1.    Because of the mathematical form taken by the 
standard normal pdf, this analytical approach entails some fairly difficult and tedious 
mathematical calculations.   For this reason, we might instead choose to employ a 
simulation-based approach to finding the area of the shaded region.    One example of 
such an approach is “Monte-Carlo integration.”  In summary, use of this method to find 
the area (probability) of interest would involve: using a computer to ‘randomly’ fire 
‘shots’ at the rectangle surrounding the pdf curve above, noting the fraction of these shots 
that fall into the shaded region, and then multiplying this fraction by the total area of the 
rectangle (i.e., 2.4 = 0.4×6) in order to calculate an estimate of the area of the shaded 
region. 

Here, we should point out that, in addition to being used to construct estimators, 
confidence intervals, and hypothesis tests, simulation techniques can also be employed to 
determine various properties of these three entities (which will be introduced in Lectures 
4, 5, and 7, respectively).   

Lastly, we should note that combining the two aforementioned dichotomies results in four 
approaches to constructing methods of statistical inference: parametric simulation-based, 
non-parametric simulation-based, parametric analytical, and non-parametric analytical 
approaches.   In Lectures 4-8, we will see examples of each of these four approaches to 
constructing estimators, confidence intervals, and hypothesis tests.         
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(IV.)  Assumptions Made by Methods of Statistical Inference 
No matter which of these four approaches is used to construct a specific estimator, 
confidence interval, or hypothesis test, the construction of this method, and therefore its 
use to draw inference from a given data sample, relies on certain assumptions.  If the 
assumptions required by a method are not valid for the population underlying the 
particular data set for which the method is employed, then it is possible that the 
conclusions reached by using that method to draw inference may be invalid.  It is 
important that the data analyst be aware of what these assumptions are, and, further, that 
he/she attempt to verify whether they are true for the population whose properties 
he/she hopes to deduce.  To this end, an assumption can be investigated using the 
observed variable values that occur in the data set sampled from the underlying 
population of interest.   These observed data values can be used along with informal, 
particularly graphical, methods; alternatively, they can be used to perform a formal 
hypothesis test that assesses whether the analyst should reject the assumptions about the 
underlying population of interest that are required by a certain method of inference.  As 
an example, suppose that a certain univariate method of statistical inference assumes and 
requires that the underlying random variable of interest have a Normal distribution.  To 
assess whether this assumption of normality is invalid, the data analyst can use the 
observed values of the variable in his sample in an informal manner, by plotting a true 
histogram for the values and seeing if it has the symmetric, bell-curve shape exhibited by 
Normal pdfs.  Alternatively, he could utilise the observed values of the variable in a more 
formal manner by using them to perform a “goodness of fit” test that involves testing the 
null hypothesis that the data come from a Normal underlying distribution. 

After either formally or informally using the data to assess the validity of the assumptions 
required by the inference method that he/she intends to use, the data analyst may 
conclude that one or more of these assumptions does not appear to be valid.  If this is the 
case, the analyst might consider transforming some or all of the variables of interest in the 
data set before he decides to abort usage of the intended method of inference.  As was 
discussed in Lecture 2, doing so may result in variables for which the required 
assumptions appear to be more appropriate, thereby permitting the intended method to 
be used with the data without creating too much concern over the potential invalidity of 
the resulting conclusions.   

(V.)  Preview of Lectures to Come 
In the following five lectures, we will introduce each of the three areas of statistical 
inference.  Estimation and confidence intervals (regions) will be presented in Lectures 4 
and 5, respectively, along with their corresponding properties.   The discussion of those 
two areas of inference will be continued in Lecture 6, which is devoted to the use of 
simulation techniques in constructing estimators and confidence intervals and in 
determining various properties of the resulting entities.    In Lecture 7, hypothesis tests 
and their properties will be introduced.   Lastly, Lecture 8 will present a number of 
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examples of estimates, confidence intervals, and hypothesis tests that are appropriate for 
situations that occur frequently in applications.   

MCB (I-2000), KNJ (III-2001), JIB (III-2001) 
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